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Jerry Fodor

Cognitive science is a mess. That’s largely
because the shape a theory of cognition takes
depends on the theory of concepts it endors-
es, and the theory of concepts that (practical-
ly all) cognitive scientists endorse is likewise
a mess. In this respect, this collection of
papers fairly represents the state of the art. 

Only two kinds of theories of concepts
have ever been proposed, the rationalist and
the pragmatist. According to rationalists, to
have a concept is to be able to think about the
things that it’s a concept of. So, to have the
concept DOG is to be able to think about
dogs. According to pragmatists, to have a
concept is to be able to sort things into the
ones that the concept applies to and the ones
that it doesn’t. So, to have the concept DOG
is to be able to sort things into dogs and oth-
ers. These two theories about concepts have
many subkinds, each of which has many
elaborations, but this rough approximation
will do to be getting on with. Well, practically
without exception, cognitive scientists are
pragmatists about concepts. Here again this
book represents the state of the art: all the
papers tacitly take for granted that a theory of
concepts is a theory of sorting. No hint of an
argument for doing so is offered, and no hint
of an alternative is implied.

I’m not meaning to suggest that the
impression conveyed is of harmonious
accord. On the contrary, most of the contri-
butions are polemical, some of them
extremely so. Clearly, the authors are vehe-
mently convinced that there is something
that they disagree about, and that it matters a
lot which of them is right. But so many
empirical, ideological and terminological
questions are confounded with the main
issue that even a sympathetic reader may
wonder whether there is and why it does. I
aim in what follows to try to help with this.
There’s an in-house argument among con-
cept pragmatists going on in Similarity and
Symbols in Human Thinking (S&S) as in cog-
nitive science at large. I’ll try to make clear
what this argument is about and why I doubt
that it can be resolved. 

What the argument is about
If the characteristic use of concepts is in sort-
ing, then the characteristic theory of con-
cepts is a model of the sorting process. Prag-
matists think of sorting (‘categorization’) as
a matter of matching a concept to a mental
representation of the individual whose cate-

gory is to be determined: if they match, then
the concept applies to the candidate; if not,
then not. Suppose, for example, you’re shop-
ping for a tin of gidgets and you wonder
whether this tin will do. Here’s how to pro-
ceed: compare what your gidget concept says
about gidgets with what the label on the tin
says about what’s inside. If what’s on the label
matches the concept, settle for this tin; if not,
try another. 

This account is crude, to be sure, but
something of the sort is common to all the
papers in S&S. Given this shared framework,
there are two things left to disagree about:
what kinds of mental representations con-
cepts are and how the mind goes about
deciding when mental representations
match. Unsurprisingly, how one answers
either of these questions depends a lot on
how one answers the other. Suppose your
concept of a gidget is something like a picture
of one that you bring along when you go
shopping. Then, presumably, sorting is a
process of evaluating the ‘overall resem-
blance’ between that picture and the one on
the label of the tin. (In the jargon of the trade:
it’s evaluating the ‘overall resemblance’
between a ‘memory image’ and a ‘perceptual
image’.) Or suppose your concept of gidgets
is something like a description of them that
you’ve learned. Then sorting is a process of
seeing how well the gidget description stored
in your memory corresponds to the descrip-
tion on the label. You’ve learned that gidgets
are little square fuzzy things, and the label
says that little square fuzzy things are what
the can is full of. So, probably, it’s a can of 
gidgets.

How close is this to parody? Well, almost
nobody these days thinks that concepts
could literally be images. For one thing,
resemblance couldn’t determine extensions
in the general case because there are concepts

whose instances aren’t things that can be pic-
tured (for example, the concepts NUMBER,
WEDNESDAY, QUALM and, for that mat-
ter, the concept CONCEPT). Likewise, there
are many concepts whose instances can be
pictured, but where the sorts of features that
a picture can show aren’t the ones in virtue of
which instances fall under the concept. You
can picture a mother, but you can’t picture
what mothers ‘as such’ have in common. A
picture of Whistler’s mother may thus very
much resemble Monet’s maiden aunt; but
Whistler’s mother is in the extension of
MOTHER and Monet’s maiden aunt is not.
Analogous problems for the resemblance
theory arise about concepts of logical prop-
erties such as negation, disjunction, necessi-
ty and contingency. 

The picture theory of concepts is, in any
case, outside the main consensus of the
papers in S&S. Almost all the authors
assume, more or less explicitly, some version
of the theory that concepts and percepts are
not images but descriptions. A concept is a
list of ‘features’, stored in memory, that speci-
fies taxonomically relevant properties of the
things that the concept applies to. Percepts
are likewise feature lists; they represent the
properties of a candidate that will be consult-
ed to determine what concept(s) it falls
under. Categorizing the candidate consists of
evaluating the overlap between these two
feature lists. This is all very rough and, I
think, also very problematic; I’ll return to it
presently. Suffice it to say for now that it’s
common ground in most of S&S. We are
finally positioned to see where these papers
don’t agree.

Suppose that a concept specifies the
properties in virtue of which things fall into
it. There are at least two versions of this sort
of view, depending on just what the relation
between a thing’s having the specified fea-
tures and its instantiating the concept is
taken to be. In particular, the features the
concept enumerates might express the
properties that all and only the instances of
the concept share. Or it might be that they
express the properties that all and only 
the good (that is, the typical) instances of
the concept share. On the former view, 
having a concept is something like knowing 
its definition; on the latter view, having 
a concept is something like knowing its 
prototype.

That is, I think, what practically all the
papers in S&S are about: whether concepts
are definitions or prototypes. And, I’m
afraid, the right answer is that they aren’t
either; which is why the argument can’t 
be settled. This is a strong claim, to be 
sure; and I haven’t space here to do more
than sketch the relevant considerations (for
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extended treatments, see my Concepts,
Oxford University Press, 1998, and chapters
4 and 5 of my In Critical Condition, MIT
Press, 1998).

Why the argument can’t be settled 
If a concept is a definition, then there must be
a true and necessary biconditional statement
that relates the concept to its extension in the
way that, for example, the concept BACHE-
LOR is related to the set of (actual and possi-
ble) persons who are unmarried and male.
Traditional British empiricism broke its
heart trying to find examples of such neces-
sary biconditionals. It didn’t, and empiri-
cism’s current avatars have fared no better.

Over the centuries, the situation has got-
ten pretty clear. The definition story perhaps
works for logico/mathematical concepts (it’s
necessary that ‘P and Q’ is true if and only if P
is true and Q is true); and it maybe works for
a scattering of other cases (necessarily one’s
mother is one’s female parent; necessarily a
yawl is a two-masted sailing vessel in which
the mizzen is stepped abaft the helm ... and so
on.) But for the vast variety of cases, the
prospects for such a definition appear quite
hopeless. Nobody can define ‘cow’ or ‘con-
cept’ or ‘friend’ or ‘table’ or ‘tree’ or ‘tenure’
or ‘basket’ or ‘foot’ or ‘since’ or ‘nice’ in this
way. There are some half a million words list-
ed in the Oxford English Dictionary. At a
rough guess, all but a couple of hundred or so
are undefinable, at least as far as anybody
knows. But if a word hasn’t got a definition,
then the concept it expresses can’t be a defin-
ition. Most cognitive scientists now
acknowledge that all of this is so. That’s why
they now adhere to the idea that concepts are
prototypes.

But concepts aren’t prototypes either. To
see why, it helps to approach the issues the
rationalist’s way, asking ‘what do your con-
cepts allow you to think about?’ rather than
‘what do your concepts allow you to sort?’.

Humans can think about an indefinite
variety of things. One can think about: the
weather; the weather’s being nasty; Sam’s
being sad that the weather is nasty; it’s being
obvious that Sam is sad that the weather is
nasty; it being surprising that it’s obvious
that Sam is sad that the weather is nasty;
Joan’s feeling that it’s surprising that it’s
obvious that Sam is sad that the weather is
nasty... and so forth, more or less world with-
out end. One doesn’t, in such cases, run out
of things that one can think about. In partic-
ular, one doesn’t run out of concepts to think
about them with. This should seem puzzling
on reflection. Our minds must, after all, be
finite in some sense; but how could a finite
mind have an infinite conceptual repertoire?

Here’s the standard rationalist answer:
although our conceptual repertoires are infi-
nite, they have a finite basis. That is, all but
finitely many of our concepts are structurally
complex; and the content of a complex con-

cept is determined entirely by its structure
together with the content of its constituent
concepts. In the most trivial kind of case, for
example, the concept BROWN COW is con-
structed from the constituent concepts
BROWN and COW, and this fact entirely
determines its identity. That’s why the exten-
sion of BROWN COW includes all and only
things that are in the intersection of the
extensions of the concepts BROWN and
COW. Systems of representation that work
this way are said to be ‘compositional’. The
fact that our conceptual system is composi-
tional explains not only its productivity, but
also an intricate variety of other striking facts
about it; that our concepts are ‘systematic’,
for example. (For extended discussion, see
Fodor and Pylyshyn,  “Connectionism and
cognitive architecture: A critical analysis”,
Cognition 28, 3–71; 1988.)

I think it’s clear that no theory of concepts
has a chance of being true unless it is compat-
ible with concepts being compositional. This
is the single most important empirical con-
straint that theories of concepts are required
to meet. By contrast, the issues about compo-
sitionality receive no treatment in S&S except
for a page in the introduction. It does make
Hamlet simpler if you leave out the Prince. 

The trouble is that prototypes don’t com-

pose. That’s because the prototype for a con-
cept is a specification of what its good
instances have in common; and good-
instancehood itself doesn’t compose. What’s
a good instance of RED BARN needn’t be a
good instance of RED or of BARN. And,
even if it is, what’s a good instance of RED
BARN IN IDAHO needn’t be a good
instance of RED or of BARN or of RED
BARN or of IN IDAHO. What is an instance
of a concept depends just on what the con-
cept is. That’s why everybody who has the
concept RED BARN IN IDAHO knows that
its extension includes all and only the (actual
and possible) things that are red, barns and
in Idaho. But what is a good instance of a
concept depends on how things happen to
be in the world. In the present case, it
depends on how things are with the barns in
Idaho; what sorts of barns there happen to be
there, and what shades of red they happen to
paint them. That’s why people who share a
concept may fail to share its prototype. And
it’s likewise why, if you want to know what
red barns in Idaho are prototypic, merely
reflecting upon the concept won’t tell you.
You’ll just have to go to Idaho and look. This
is so even if you happen to know the proto-
types of RED, BARN and IN IDAHO. 

I want to emphasize how utterly un-
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mysterious all this is. From any semantic
point of view, the red barns in Idaho are an
arbitrary subset of the red barns tout court.
And there is no particular reason why what is
typical of Xs should likewise be typical of an
arbitrary subset of Xs. ‘Prototype’, ‘typicali-
ty’ (and the like) are statistical notions,
whereas ‘concept’, ‘extension’ and the like are
semantic notions. Semantic notions com-
pose but statistical notions don’t. So con-
cepts can’t be prototypes. 

What has gone wrong
I remarked earlier that the debate in S&S is,
almost entirely, about whether concepts are
definitions or prototypes. Since, for the sorts
of reasons I’ve just been sketching, concepts
can’t be either definitions or prototypes, it’s
hard to care much about how the debate in
S&S turns out. On the other hand, S&S is a
microcosm of current cognitive science
views about concepts. The inference has to
be that something has gone badly wrong
with the current cognitive science views
about concepts. What’s gone wrong, I think,
is the idea that theories of concepts are theo-
ries of sorting. 

Prima facie, anyhow, being able to sort Xs
requires much more than just having the
concept X, so how one sorts is a bad test of
what concepts one has. I guess I have the con-
cept NASTY WEATHER, and I guess it’s
intrinsic to that concept that the weather in
Patagonia on 12 January 1088 falls under it if
and only if the weather there was nasty then.
It’s because all this is so that I am able to think
about the weather in Patagonia at that date;
to wonder whether it was nasty; to doubt that
it was; to hope that it wasn’t... and so forth.
This is all just as a rationalist theory of con-
cepts would suppose. But I haven’t the foggi-
est idea how to tell whether the weather in
Patagonia on 12 January 1088 was nasty, so I
don’t know whether to sort it into the NICE
WEATHER pile or the NASTY WEATHER
pile. Probably nobody knows how to tell; it’s
a meteorological fact that is lost to us. If you
insist on identifying the concept with a sort-
ing procedure — hence having the concept
with knowing how to use it to sort — it there-
fore turns out that I don’t have the concept
NASTY WEATHER after all; indeed, that
nobody does. I do find that implausible. 

There is nothing exceptional about this
case, and it doesn’t hold only for past tense
examples. I have the concept of a cloud and
the concept of a contrail, but I don’t know
how to tell which, if either, applies to that lit-
tle smudgy bit up there. Maybe experts could
tell. (But also, maybe not.) If they can, it’s not
because their concept of a cloud determines
the answer and mine doesn’t; it’s because
they know a lot more about clouds and con-
trails than I do. 

Having a concept is one thing, being able
to sort with the concept is quite another.
Pragmatism about concepts is the practice of

running these two quite different things
together, so pragmatism can’t be true. There
are, however, all sorts of historical and socio-
logical reasons why cognitive scientists are
almost all pragmatists about concepts. One
is that it’s easier to measure what people can
sort than it is to measure what they can think
about, and measuring things is what most
cognitive scientists do for a living. It would
thus be both convenient and conducive to
full employment if the pragmatist theory of
concepts were true. But it’s not and the cog-
nitive science it has led to is a mess and it’s
past time that we kicked the habit.
Jerry Fodor is in the Department of Philosophy 
and the Center for Cognitive Science, 
Rutgers University, New Brunswick, 
New Jersey 08903, USA.
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The recent surge of bookish interest in heroic
failures shows that there are any number of
incidents in British history ripe for investiga-
tion, ranging from the Sunday Express
reporter who predicted that Franco would
never rule Spain to Francis Galton’s ludi-
crous misunderstanding of the Victorian
colonial situation which led him to wear
hunting pink while exploring deepest Africa.
Given the British affection for an underdog,
there is a real sense in which failure has
underpinned the flow of this country’s past
just as much as more obvious successes. 

Some failures, of course, were genuinely
heroic. Fergus Fleming’s arresting book about

the British Admiralty takes as its theme the
remarkable voyages of exploration that were
sent out from Britain during the first half of
the nineteenth century. Most of these voyages
failed in their purpose, some with disastrous
loss of life under appalling conditions. One or
two provided a hero’s welcome for the return-
ing voyagers, but these were men who were
glad merely to be alive. All of them were the
brainchild of John Barrow, a solitary, idiosyn-
cratic, irritable figure wedded to his desk in
the Admiralty. Barrow had the same sure
touch for failure that marked out other, more
famous Victorian administrators. 

Barrow was second secretary to the navy,
a bureaucrat with an unquenchable thirst for
discovery, who had joined the Admiralty
under Lord Melville, written well-received
books on South Africa and China, regularly
contributed to the Quarterly Review, and
survived Melville’s fall from power to work
under John Wilson Croker for the next 40
years. Much remains unknown about Bar-
row’s motives, and Fleming does well to
bring such a shadowy personality to life. Bar-
row’s vision of the world, however, and his
evident belief in humanity’s power to chart
its extremities, can only be guessed at. Yet the
nature of his position allowed him to make
things happen. Indeed, he made the great age
of nineteenth-century exploration happen;
and he could rightly be considered as one of
the architects of the coming empire.

Peace was Barrow’s problem. After the
triumphant victory of Trafalgar, it was not at
all clear to the naval authorities what they
might do with their magnificent taskforce
once it was surplus to requirements. Old
hands were paid off and turned back onto the
streets from which they had first been press-
ganged. But the ships and commissioned
officers required different treatment. Man or
boat, they were expensive to maintain in
dock, expensive to scuttle, expensive to keep
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To see the world: Porto Praya in the Island of St Jago. From A Voyage to Conchinchina by John Barrow.
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